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Zero Trust Deployment
at Palo Alto Networks
Background
Palo Alto Networks is a global enterprise with more than 25 locations and 
more than 7,000 employees, and our enterprise security needs and challenges 
are similar to those of our customers. As a cybersecurity vendor, we have 
an underlying understanding that users, endpoints, and networks may be 
compromised. Zero Trust, a cybersecurity strategy focused on eliminating 
trust from within an organization, dictates that no implicit assumptions 
should be made about the credibility of users, devices, applications, or data 
accessing or being accessed on an organization’s network. We leverage 
distinction at the user, device, segment, application, and data asset levels to 
ensure a user can only access anything after their identity has been validated. 
Zero Trust has been the core of our design philosophy.
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This case study shows how we used a five-step methodology to 
design our own enterprise security, leveraging the Zero Trust 
model to focus on users and their ongoing integrity, as well as 
that of each device and server leveraging our core technologies.
As a result of deploying a Zero Trust architecture, we have clear, 
dynamic controls for our applications, local and cloud-based 
data, and on-site and remote users, based on the principle of 
least privilege with respect to job functions and business needs.
We’ll detail our Zero Trust journey as it aligns to the five-step 
methodology for deploying Zero Trust:
1. Define the protect surface
2. Map the transaction flows
3. Build a Zero Trust architecture  
4. Create Zero Trust policy  
5. Monitor and maintain 
Each Palo Alto Networks site has several Next-Generation 
Firewalls acting as segmentation gateways, providing a rout-
ing function between segments and sites, and fully utilizing 
User-ID™, App-ID™, and Content-ID™ technology in our 
architecture. See figure 1 for a high-level overview of our 
footprint.
The main teams driving our Zero Trust environment are our 
Network and Security Infrastructure, Information Security, 
and Security Operations teams.

Step 1: Define the Protect Surface
Table 1 shows our protect surface, which spans more than 25 
global sites and data centers.

To identify applications, we use our Application Command 
Center (ACC), Policy Optimizer, and the Prisma™ SaaS Visi-
bility dashboard, as shown in figure 2.
The ACC and Policy Optimizer show all application usage by 
risk category, number of users, threats, correlations, etc.  
The Prisma SaaS Visibility dashboard shows software-as-
a-service (SaaS) application usage based on users and SaaS 
 application risk. This view is obtained by linking Prisma SaaS 
to Cortex™ Data Lake and ensuring that firewalls are sending 
all traffic logs to Cortex Data Lake.

Figure 1: Palo Alto Networks footprint

Data center Public cloud Internet SaaS

Security 
service layer

Connectivity 
layerP

ri
sm

a 
A

cc
es

s TP WF UF

User-ID App-ID Threat Prevention WildFire URL Filtering Cortex XDR Prisma SaaS

SSL/IPsec VPN Clientless VPN

Table 1: Palo Alto Networks Protect Surface

Data Source code repositories (intellectual 
 property), customer data, financial data

Assets IoT devices, printers

Applications 200+ applications: 50% SaaS applications, 
25% COTS, 25% custom applications

Services DNS, DHCP, and NTP
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Step 2: Map the Transaction Flows
Based on ACC, Policy Optimizer, and the Prisma SaaS  Visibility 
dashboard, we could see all users and applications, and map users 
to resources—data, assets, applications, and services (DAAS). We  

 
also used application filters in Panorama™ network security man-
agement to define threat levels, as shown in table 2.

Figure 2: ACC (Panorama), Prisma SaaS Visibility dashboard, and Policy Optimizer (Panorama)

Table 2: Transaction Flows
Component Protect Surface Transaction Flows

Data • Source code repositories
• Customer data

• Engineering users access source code
• Customer support and cloud services access  customer data

Assets
• IoT devices, cameras, etc.
• Printers

• IT admins access IoT devices
• All users access printers

Applications
• 200+ applications: 50% SaaS applications, 25% 
  COTS, 25% custom applications

• Finance teams and IT admins access financial data (e.g., SAP)
• Sales teams and IT admins access Salesforce
• All users access Concur or Workday

Services • DNS, DHCP, and NTP • All users consume network services, but only admins  
   access admin interfaces of DNS, DHCP, or NTP
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Step 3: Build a Zero Trust Architecture
To cater to the transaction needs identified in table 2, we built 
an architecture where users are well-known. We also focused 
on securing the DAAS—for example, only relevant engineer-
ing teams can access the source code. Read on for the details 
of the resulting Zero Trust architecture. 

Segmentation and Controls
We use our next-generation firewalls as segmentation gate-
ways for various parts of our infrastructure. In our HQ and data 
centers, we use core and edge firewalls to segment our source 
code repository, SAP servers, and other sources of data. Our 
GlobalProtect™ service and Prisma™ Access provide consis-
tent segmentation for mobile users. This is all shown in figure 3.
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Figure 2: Segmenting HQ and data center
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We use VM-Series Virtualized Next-Generation Firewalls in 
virtual private clouds (VPCs) within public clouds to segment 
and protect the VPCs. All firewalls receive threat intelligence 
and automated protections from WildFire® malware preven-
tion service.
All endpoints and servers run the Cortex XDR™ agent to pro-
tect against malware and exploits while looking for behavioral 
indicators of compromise (BIOCs). Cortex XDR provides visi-

bility into processes and registries. Server images in our cloud 
VPCs also run the Cortex XDR agent, as shown in figures 3 and 4. 
We use Prisma SaaS is used to protect SaaS data in the cloud 
(e.g., by making sure confidential files do not have publicly 
accessible links) and watch for data patterns of interest (see 
figure 5).
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Figure 4: Segmenting Cloud VPCs
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Using Cortex™ Data Lake, our security operations center 
(SOC) receives all firewall, endpoint, and Prisma SaaS logs to 
accurately correlate incidents (see figure 6).

User-ID
To accurately know the User-ID, we use:
• Active Directory integration—provides User-ID and orga-

nization information (e.g., job roles) for all employees and 
 contractors.

• GlobalProtect agent—provides User-ID of all employees 
connected to the network. We use an “always on” agent for 
all employees, even on campus, to authenticate User-ID.

• Aruba Wireless—shares User-ID-to-IP-address mappings 
for all wireless network users to our next-generation fire-
walls.

• User- and machine-based certificates—identifies user and 
asset on all endpoints.

• User-ID—consolidates User-ID-to-IP-address mappings 
from the above sources and distributes details to all other 
firewalls.

• Adaptive MFA—enhances user authentication for appli-
cations.

Access Permissions
We build firewall policies such that:
• Only Engineering users can access source code.
• Only Customer Support and Cloud Services access customer 

data.
• Only IT admins access IoT devices.
• All users can access printers.
• Only Finance teams and IT admins can access financial data.
• Only Sales teams and IT admins can access Salesforce.
• All users can access Concur and Workday.
• All users consume network services, but only admins access 

admin interfaces of DNS, DHCP, or NTP.
We also secure SaaS applications by using Prisma SaaS poli-
cies that:
• Provide visibility into what files users are sharing publicly 

and company-wide via Google Drive.
• Generate alerts when someone shares their personally 

identifiable information (PII) in plaintext in ServiceNow® 
tickets.
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Figure 6: Controls for SaaS applications and data



7Zero Trust Deployment at Palo Alto Networks | Case Study

Step 4: Create Zero Trust Policy
We build firewall policies for all access permissions noted in Step 
3. Prisma SaaS and Cortex XDR policies also enhance Zero Trust 
architecture. Our firewall policies have the following attributes:
• Sanctioned, tolerated, and unsanctioned applications: 

We use a well-defined methodology in our IT and  InfoSec 
teams to define sanctioned and tolerated applications. 
 Unsanctioned applications are dropped. Overall, 90% of our 
applications are sanctioned, 10% are tolerated, and 1–2% of 
unsanctioned apps per quarter become either tolerated or 
sanctioned based on IT and InfoSec reviews.

• Risk: Application filters evaluate application risk. Any appli-
cation with a risk level greater than 3 can only be approved 
after manual review.

• Egress SSL decrypt: All egress traffic from any site is de-
crypted.

• Content and threats: All security rules have profiles with 
antivirus, spyware, and content updates.

• User-ID and App-ID: More than 75% of our security rules 
use User-ID and App-ID.

Example: Printer Security Rule
Our users, print servers and printers are in separate protect 
surfaces. Users can only communicate with print servers, 
which in turn can only communicate with printers. The result-
ing “Kipling Method” policy is shown in figures 7 and 8.

Figure 7: Zoning of users, print servers, and printers

Figure 8: Printer security rules
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Step 5: Monitor and Maintain
Zero Trust is a journey that continues as a feedback loop, and 
the five-step methodology can be looked at as an ongoing 
exercise (see figure 9). The fifth step should include metrics 
tracking for use in tracking changes in the protect surface, 
mapping evolving transaction flows, and addressing changes 
by tweaking the Zero Trust architecture and refining policies.
We use the ACC and Policy Optimizer in Panorama as well as 
the SaaS Visibility dashboard in Prisma Access to monitor our 
Zero Trust environment. The following metrics are important:
• All users have an accurate and distinct User-ID.
• All apps are covered with App-ID. In general, allow apps 

with risk levels lower than 3. Get manual approval for risk 
levels higher than 3.

• SaaS applications with questionable cloud risk indicators 
(e.g., lack of  certifications, known breaches, poor terms of 
service) are avoided.

• Good segmentation is maintained at HQ, in the data center, 
and in the cloud.

Next Steps in Our Zero Trust 
Journey
For internet of things (IoT) devices, we are looking to leverage 
Zingbox, which we acquired in September 2019, as an internal 
solution for cameras, badge readers, audio and video systems, 
Polycom phones, etc. We plan to utilize Zingbox as a com-
prehensive IoT solution and extend remediation capabilities 
through our firewalls.
As we identify IoT devices with Zingbox, we will revisit our 
protect surfaces, review transaction flows, and build appro-
priate Zero Trust architectural and policy capabilities. This 
means grouping various IoT device families into categories 
by business owners, looking at the definition of alerts and 
appropriate actions, and defining corresponding policies for 
each category. For example, if a family of IoT devices isn’t 
patched, we would define actions and policies to isolate such 
devices until they’re patched against known vulnerabilities.
Palo Alto Networks has been recognized as one of the first 
vendors to embrace Zero Trust and as a leader in Zero Trust, 
partners with enterprises on their Zero Trust journeys. Our 
pursuit of Zero Trust excellence is an ongoing initiative to 
help other organizations protect our digital way of life. It is 
also as a cybersecurity strategy we’ve adopted and imple-
mented internally, and an iterative journey that will continue 
to evolve alongside our business.
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Figure 9: Zero Trust feedback loop


